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Abstract

S-curves are widely used to describe and forecast technological change, especially in debates

on energy transitions, emerging technologies, and industrial transformation. Yet they are also

widely misused. This perspective argues that the main problem usually does not lie in the curve

itself, but in how it is interpreted. It develops a practical framework for reading diffusion curves

in sociotechnical transitions, organised around six recurring sources of error: level, stage, object,

purpose, interpretation, and horizon. The article shows why cumulative stocks, annual additions,

market shares, and substitution processes should not be treated as interchangeable; why formative-

phase technologies are especially vulnerable to overconfident curve fitting; and why levels, logs,

and growth rates imply different notions of speed and acceleration. Drawing on classic diffusion

theory, forecasting research, and examples from solar, wind, and other technologies, it argues that

S-curves are best treated as empirical regularities rather than causal mechanisms or universal laws.

Used carefully, they provide disciplined summaries, useful benchmarks, and clearer interpretations

of transition dynamics. Used carelessly, they can turn noisy, path-dependent, and politically

contested processes into stories of inevitability.

Highlights

• S-curves are useful empirical regularities, not causal mechanisms.

• Most misuse comes from confusion about level, stage, object, purpose, and horizon.

• Stocks, flows, market shares, and substitution paths should not be conflated.

• Formative-phase technologies are especially vulnerable to overconfident fits.

• Levels, logs, and growth rates imply different meanings of speed.

Keywords: S-curves; diffusion curves; sociotechnical transitions; innovation diffusion; technological

forecasting; energy transitions; technology adoption
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S-curves are now routine in sociotechnical transition analysis. They appear in scenario work, policy

strategy, investment narratives, and public debate. Yet they are often asked to do more than the data

can support. Most of the time, people are seeing one of two things: a real diffusion process, or a story

that has been given a convenient shape.

That distinction matters. The S-curve is one of the most useful tools we have for thinking about

technological change. It captures a pattern that appears often enough to deserve serious attention:

slow take-off, faster middle growth, and eventual slowing as saturation, competition, or constraints

begin to bite (Griliches 1957; Mansfield 1961; Rogers 2003; Grubler et al. 1999). But its usefulness is

precisely why it is so often abused. People ask one curve to do too many jobs. They use it to describe,

explain, predict, persuade, and reassure, often all at once.

This is where most of the confusion comes from. The argument is usually not really about the

curve. It is about stage, object, level, purpose, interpretation, and horizon. Are we talking about a

technology in its formative phase, or one already in broad diffusion? Are we looking at cumulative

uptake, annual additions, or substitution against an incumbent? Are we trying to summarise the past,

explain a mechanism, or forecast the future?

Get those questions wrong and the S-curve becomes an overextended narrative. Get them right

and it becomes a powerful empirical tool.

That matters because diffusion curves do not just describe transitions. They also shape expectations

about them. In contested domains such as energy, AI, and climate technology, an S-curve can make

a pathway look natural, orderly, and even inevitable. That can be useful when the regularity is real,

but it can also depoliticise choices that are in fact deeply social and institutional. Aggregate curves

can obscure heterogeneity across countries, classes, infrastructures, and regulatory settings. And once

forecasts enter policy and investment processes, they can become performative: they do not merely

anticipate the future, but can help organise capital, attention, and coordination around a particular

imagined path.

This perspective offers a practical framework for interpreting diffusion curves in sociotechnical

transitions. It argues that most misuse does not come from the curve itself, but from confusion

about purpose, object, level, interpretation, stage, and horizon. For convenience, these can be read

as a simple checklist, summarised here as POLISH. Drawing on classic diffusion theory, more recent

work on technological forecasting, and examples from energy transitions and beyond (Way et al. 2022;

Tankwa, Vasquez Bassat, et al. 2025), the article treats S-curves not as destiny, ideology, or causal

mechanisms, but as compact empirical regularities that can be clarifying when used carefully and

misleading when they are not.
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The technology lifecycle

Figure 1: Stylised stages of a technology lifecycle. Technologies often move through formation, scale-
up, maturity, and in some cases decline or displacement. The boundaries are not sharp, and not every
technology follows the full path. But the analytical point is simple: the same observed growth pattern
means different things at different stages. A young technology with rapid growth is not the same
object as a mature one nearing saturation, and a slowing technology may be saturating, stalling, or
being displaced by a rival.

It helps to start with the lifecycle because it sets the frame for almost everything that follows (Figure 1).

The same curve means different things at different stages. A technology in formation is not just a

smaller version of a mature one, and a mature technology is not guaranteed to complete some smooth

march to saturation. Before fitting any S-curve, it is worth asking a simpler question: where in the

lifecycle are we?

A useful first distinction is between formation and scale-up. In the formative phase, the technology

is still finding its shape. Designs are changing, standards may not yet be settled, complementary

infrastructure may be missing, and demand is often highly sensitive to policy, cost shocks, and early

expectations. Once a technology moves into broader scale-up, diffusion often becomes easier to read:

supply chains deepen, users have more examples to copy, uncertainty falls, and adoption can begin to

look more recognisably S-shaped.

But that move from formation to scale-up is not automatic. It often depends on supportive policy,

infrastructure, standards, and other complements that allow the technology to exit the formative phase

in the first place. In energy transitions, this is one reason different policy instruments often matter at

different points in the technology lifecycle (Grubb et al. 2024).

Later comes maturity. Growth slows, not necessarily because the technology has failed, but because

the easy gains have already been taken. The remaining adopters may be harder to reach, the market

may be approaching saturation, or the next constraints may be more physical, institutional, or financial

than informational. This is the part of the path that people usually have in mind when they talk about

the upper bend of the S-curve.

But the lifecycle does not always end in clean saturation. Some technologies are displaced before

their original diffusion path is complete. Others persist for long periods in coexistence with newer

vintages. That is why the lifecycle matters so much analytically. A slowdown can mean maturity, but

it can also mean pause, bottleneck, or replacement. A fast early run-up can signal genuine take-off,

but it can also be a short-lived regime driven by subsidy, scarcity, or hype.
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This is why stage comes before fitting. The lifecycle is not a decorative story layered on top of

the data. It is part of the interpretation. Many S-curve mistakes happen because analysts borrow the

logic of one stage and apply it to another.

Most S-curve mistakes come from six category errors

Most S-curve arguments go wrong before anyone estimates anything. The problem is usually not the

curve itself. It is confusion about what is being read, at what stage, for what purpose, and over what

horizon.

Table 1 summarises the six errors that show up most often in practice. These are not obscure

technical failures. They are ordinary interpretive mistakes: reading a global curve as a national

strategy, treating an early growth spurt as a mature transition, confusing a stock with a flow, or

mistaking a temporary shock for a new long-run path.

The point is not that S-curves are wrong. It is that they become misleading when the analyst is

unclear about what exactly is being plotted and what inferential work the curve is being asked to do.

One way to keep these mistakes straight is to use a simple mnemonic: POLISH. Before fitting or

interpreting a curve, ask about its Purpose, Object, Level, Interpretation, Stage, and Horizon.

Why S-curves keep showing up

The S-curve did not appear because analysts fell in love with a shape. It emerged because many

technologies really do diffuse slowly at first, then more rapidly, and then more slowly again as saturation

approaches.

Classic work by Griliches on hybrid corn and Mansfield on industrial technologies gave this intuition

some of its earliest empirical footing. In both cases, the core issue was imitation under heterogeneity.

Different adopters faced different incentives, capabilities, and information sets, so adoption did not

occur all at once. Instead, it spread cumulatively as evidence, familiarity, and competitive pressure

built over time (Griliches 1957; Mansfield 1961). Rogers then generalised this intuition into a broader

sociology of diffusion, where innovators, early adopters, early majority, late majority, and laggards do

not just describe personality types, but a sequencing logic through which individual choices aggregate

into a recognisably sigmoidal path (Rogers 2003).

That classic literature still matters because it clarifies what an S-curve is actually doing. It is not

simply tracing cumulative growth. It is standing in for a process in which adoption becomes easier

as knowledge spreads, legitimacy increases, complementary capabilities accumulate, and uncertainty

falls. The later slowdown matters just as much. That flattening can reflect market saturation, hard-

to-reach adopters, physical constraints, institutional bottlenecks, substitution by a rival technology, or

the simple fact that the easy gains have already been taken.

In that sense, an S-curve is not a theory of history. It is a compact description of a diffusion

process that often emerges when heterogeneous adopters respond over time to changing incentives,

information, and system conditions.
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Table 1: Six common sources of misinterpretation in reading diffusion curves

Lens Key question Common mistake if ignored Illustrative energy example

Purpose What job is the curve
doing: description, com-
parison, explanation, or
forecasting?

A curve that summarises the past is
treated as if it also explains the mech-
anism or yields a reliable forecast.

A logistic fit to historical wind
deployment may be useful as a
descriptive summary or scenario
benchmark, but not necessarily
as a causal account of policy, fi-
nance, and grid integration.

Object What exactly is diffus-
ing: a cumulative stock,
an annual flow, a market
share, or a replacement
process?

A flow is treated as if it were a stock.
Analysts fit an S-curve to annual ad-
ditions or sales, even though a logis-
tic stock path implies that flows should
eventually peak and decline. Uptake is
also often confused with substitution.

Cumulative solar capacity can
plausibly follow an S-curve; an-
nual solar additions should be
hump-shaped if that stock is lo-
gistic. EV stock and EV sales
are likewise not the same diffu-
sion object.

Level At what scale is the
curve being read: global,
national, regional, firm,
or household?

A smooth aggregate path is treated as
if it applies directly to smaller units.
This hides heterogeneity in timing, pol-
icy exposure, infrastructure, and adop-
tion speed.

Global solar deployment may
look smooth even while coun-
try paths are staggered, policy-
sensitive, and highly uneven.

Interpretation Which growth quantity
is being discussed: cu-
mulative levels, annual
additions, log growth,
percentage growth, or
diffusion speed?

Different transformations are treated as
if they mean the same thing. A steep
level plot is confused with fast propor-
tional growth, or a high growth rate
from a tiny base is confused with in-
evitable take-off.

Solar PV can show record an-
nual additions while log growth
is already slowing. Like-
wise, a straight segment in log
space does not mean exponential
growth will continue indefinitely.

Stage Where is the tech-
nology in its lifecy-
cle: formative phase,
scale-up, maturity, or
decline/displacement?

Mature-transition logic is imposed on
an early-stage technology. Short, noisy
runs of growth are mistaken for a fully
revealed long-run path.

Hydrogen, carbon dioxide re-
moval tech, or heat pumps may
show bursts of growth without
yet revealing a stable mature dif-
fusion path. Early solar and
wind forecasts often overstated
confidence for this reason.

Horizon Is the observed move-
ment a long-run struc-
tural dynamic or a short-
run disturbance?

Temporary shocks or policy breaks are
read as evidence that the whole long-run
diffusion path has changed. The reverse
mistake also occurs: a short smooth run-
up is mistaken for a stable long-run tra-
jectory.

Feed-in tariff reforms, polysil-
icon price spikes, interest-rate
shocks, or shifts from Western
to Chinese panel manufacturing
can alter short-run solar deploy-
ment without fully revealing the
long-run path.

Note: The table summarises six recurring ways S-curves are misread in practice. The point is not that the curve itself
is useless, but that mistakes often arise from confusion about analytical purpose, lifecycle stage, diffusion object, scale,
growth metric, or time horizon. The six sources of misinterpretation can be remembered using the mnemonic POLISH:
Purpose, Object, Level, Interpretation, Stage, and Horizon.
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What the S-curve is, and what it is not

It helps to be precise here. The logistic curve, the best-known S-curve, is useful because it turns a

messy adoption path into a few simple features: a rough ceiling, a rough speed of diffusion, and a

rough midpoint. That makes it attractive for description, comparison, and sometimes forecasting.

But the first thing to say clearly is that an S-curve is an empirical regularity, not a causal mechanism.

It is a pattern that often shows up in the data. It is not, by itself, an explanation of why adoption

unfolded that way. A fitted S-curve can tell us that adoption was slow at first, then faster, then slower

again. It cannot, on its own, tell us what caused that pattern.

This matters because the same broad S-shape can come from quite different underlying processes.

Sometimes adoption spreads because people copy one another (imitation and network effects). Some-

times it takes off once enough early users make the technology credible or visible. Sometimes the main

driver is falling cost, better infrastructure, or supportive policy. The aggregate curve may look similar

across these cases even when the underlying story is very different. That is why a good fit is not the

same thing as a good explanation.

The curve is also often described as “easy” to fit, and in one sense that is true. If all one wants is

a simple nonlinear least-squares fit to cumulative data, this is often fairly straightforward. But that

should not be confused with deeper simplicity. Once one starts modelling uncertainty more carefully,

allowing parameters to vary across cases, or estimating the model in a Bayesian way, things become

much harder.

A further point is that the standard logistic is monotonic: it moves in one direction rather than

going up and down. That is a useful simplification, but it is also a strong assumption. It works best

when the goal is to describe a long-run cumulative transition and when short-run fluctuations can

reasonably be treated as noise. It works less well when those fluctuations are themselves important,

or when the object being modelled can genuinely reverse, stall, or move in waves.

This matters most when moving from description to forecasting. For a mature technology with a

long observed history, a simple monotonic S-curve can be a disciplined summary of the long run. For

a novel technology in flux, it can easily become an overconfident story about a future that has not yet

earned that level of smoothness.

Different S-curves do different jobs

One reason S-curve arguments get muddled is that people often talk about “the S-curve” as if it

were one thing. It is not. Similar-looking S-shapes have been used for different purposes, and those

differences matter because the parameters, interpretation, and modelling intent are not the same.

Sometimes the goal is to describe cumulative adoption with a simple reduced-form logistic. Some-

times it is to model imitation more explicitly, as in Bass-style diffusion. Sometimes it is to study sub-

stitution between competing technologies, as in Fisher-Pry style analysis of changing market shares.

These approaches are related, but they are not interchangeable. A curve that is useful for one job may

be misleading for another.

This is why functional-form arguments often get overheated. Once people realise that the logistic

is imperfect, the conversation can swing too far in the opposite direction: one camp treats it as natural

law, the other treats any deviation as proof that the whole idea is nonsense. Both reactions miss the
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point. The real question is not whether one form is universally true. It is whether a parsimonious

S-curve is useful for the problem at hand.

That is why logistic, Gompertz, Bass-type, Fisher-Pry, and other related forms should be treated

as tools, not doctrines (Bass 1969; Fisher and Pry 1971; Tsoularis and Wallace 2002). In many

applications, no single specification dominates in every context (Meade and Islam 1998; Meade and

Islam 2006). The logistic remains attractive not because it is metaphysically correct, but because it

is simple, interpretable, and often stable enough when samples are noisy or incomplete. That is a

practical virtue, not proof that all diffusion must follow one law.

The basic rule is simple: before fitting anything, ask what is diffusing, what the parameters are

meant to mean, and what job the curve is supposed to do.

The formative phase is where people get into trouble

Figure 2: Past logistic fits to global solar PV and wind deployment using data available up to different
historical cut-off dates. The point is not that S-curves never work. It is that early-stage fits can be
highly unstable: small changes in the sample endpoint can imply very different asymptotes and future
paths. Adapted from Baumgärtner et al. (2024).

Most bad S-curve arguments are made too early.

Baumgärtner et al. (2024) make this danger concrete in a forecasting context (see Figure 2). Their

point is not that S-curves are useless. It is that early fits can look far more stable than they really

are. When the data are still short and noisy, small changes in the sample window can imply very

different futures. That is exactly the problem in the formative phase: the curve may look persuasive

on the page long before it is statistically reliable. In the formative phase, technologies are not simply

small versions of their later selves. Designs are still evolving. Key complements may not yet exist.

Supply chains can be thin. Standards may still be unsettled. Costs may be falling quickly, but in

irregular ways. Regulation is often still catching up. Demand can be highly policy-sensitive. Under
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those conditions, the eventual ceiling is hard to pin down, the midpoint is unstable, and the apparent

speed of diffusion may reflect short-run regime shifts more than any settled long-run process.

This is why early adoption data are so treacherous. One can often fit an S-curve to a short

accelerating segment, but that does not mean the technology has revealed its long-run path. Sometimes

what looks like an inflection point is a transient a break point. Sometimes what looks like saturation

is just a pause. Sometimes what looks like inevitability is simply a small base growing quickly.

For public discussion, this is one of the most important points to get right. The error is not using

an S-curve at all. The error is treating formative-phase data as if they already contain the mature

logic of the full transition.

Recent work on Carbon Dioxide Removal (CDR) makes a similar point from a different angle.

Nemet et al. (2023) distinguish formative-phase growth from later growth and use multiple growth

metrics to benchmark emerging CDR scale-up. Their results reinforce the broader lesson here: early-

stage technologies are especially sensitive to how growth is defined, measured, and compared.

That does not mean we are completely blind in the early phase. It means that any judgement has

to lean on external information. One useful question is whether the technology is beginning to move

out of formation and into broader diffusion. Here, work such as Bento et al. (2018) is helpful because

it encourages the analyst to think explicitly about transition stages rather than assuming that every

young technology is already on a mature path.

A second useful anchor is whether we have some defensible proxy for the eventual ceiling. Sometimes

we do. If the object is internet users, for example, total population gives a rough upper bound. That

does not solve the forecasting problem, but it does help place observed adoption on a more meaningful

scale.

A third anchor comes from historical timing. If we know when a technology was invented or first

entered a market, and we also know that diffusion lags have often shrunk over time, then we can at

least form a disciplined judgement about whether we are still looking at a tiny opening segment or

whether a substantial share of the diffusion profile has probably already been observed (Comin and

Hobijn 2010; Comin and Mestieri 2014; WIPO 2026; Fink et al. 2026).

None of these strategies removes uncertainty. But they are better than pretending that a short,

noisy early segment has already revealed the full curve.
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Growth rates, logs, and what “speed” actually means

Figure 3: The same logistic diffusion path looks very different depending on how it is plotted. In
cumulative levels, it is S-shaped. In annual additions, it becomes hump-shaped. In log levels, the
early phase looks close to linear because a logistic is approximately exponential at low penetration. In
proportional-growth terms, growth starts high and then declines as saturation approaches. The key
point is that these are not just different visualisations of the same thing: each transformation answers
a different question about the diffusion process.

One of the easiest ways to get confused about S-curves is to slide between levels, annual additions,

growth rates, and diffusion speed as if they were the same thing. They are not (see Figure 3). The same

underlying path can look smooth, explosive, flat, or decelerating depending on how it is transformed.

That is not a cosmetic issue. Each transformation changes the object of analysis, and therefore changes

what “fast growth” or “acceleration” actually means.

For reference, the standard logistic can be written as

S(t) =
L

1 + exp[−k(t− t0)]
,

where L is the eventual ceiling, k governs how quickly the transition unfolds, and t0 is the midpoint.

In cumulative levels, this is the familiar S-curve: slow at first, steep in the middle, then flattening near

saturation. On this scale, a steep line means large absolute increases, not necessarily high proportional

growth.

Annual additions tell a different story. They are hump-shaped: they rise, peak around the middle

of the transition, and then fall. So if the underlying diffusion process is logistic in cumulative stock,

annual additions are not themselves S-shaped over the full transition.

This matters because it is a common mistake in practice. Additions may look S-shaped for a while

in the early phase, when both the stock and the flow are rising. But after the midpoint, additions should

slow, peak, and eventually decline. Fitting an S-curve to yearly additions therefore risks confusing a

flow with the stock that generates it. If the question is “how much is being added each period?”, the

relevant object is not the S-curve itself but its first difference. A technology can therefore be adding

record absolute amounts even while becoming less dynamic in proportional terms.
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Log transforms change the question again. Taking logs of cumulative adoption does not “reveal”

an S-curve. It moves the analysis from absolute scale to proportional scale. In the low-penetration

phase, where S(t) ≪ L, the logistic is approximately exponential, so

logS(t) ≈ logL− kt0 + kt.

That is why early diffusion often looks roughly linear in log space. But this is only a local approxima-

tion. As penetration rises, the path bends away from a straight line because logistic growth slows as

saturation begins to matter.

This is where many conceptual mistakes begin. A roughly straight line in logs does not mean

the technology will keep growing exponentially forever. A steep level plot does not mean diffusion is

intrinsically fast. And very high percentage growth from a tiny base does not mean a full transition

is inevitable. These are different notions of growth, generated by different transformations, and they

can point in different directions at the same moment in time.

So what should “speed” mean here? In a standard logistic, the parameter k is the cleanest single

summary of long-run diffusion speed because it governs the timescale of the transition as a whole. But

this is different from the steepness of a level plot, different from the height of annual additions, and

different again from percentage growth at a very small base. In the low-penetration regime,

∆ logSt ≈ k,

which is why log growth can be a useful approximation to diffusion speed early on. Later, that

approximation breaks down as saturation rises and proportional growth naturally declines.

This is not just a theoretical concern. Nemet et al. (2023), for example, compare multiple growth

metrics across a large historical adoption dataset (comparing critical energy transition technologies)

and show that different metrics can imply quite different readings of scale-up. That is exactly why

analysts need to be explicit about whether they are talking about logistic speed, growth around the

inflection point, or formative-phase exponential growth.

The practical rule is simple. Before interpreting growth, first ask what has been transformed.

Levels speak to absolute scale. Annual additions speak to flow. Logs speak to proportional growth.

Diffusion speed, in the logistic sense, is something else again. Analysts get into trouble when they use

the same word, usually “growth” or “speed”, for all of them.

Adoption is accelerating, but faster is not simpler

Across many technologies, adoption appears to be accelerating over historical time Figure 4. Later

technologies often diffuse faster than earlier ones, and the delay between invention, first arrival, and

broader take-off has often shrunk. That is real, and it matters. A modern analyst is more likely to

observe a technology over a compressed take-off window, which makes it easier to mistake a short burst

of rapid growth for a fully revealed diffusion path.

There is good reason to expect some acceleration. A broader historical literature has documented

shorter adoption lags across countries and faster spread for some classes of technology, especially where

modularity, codification, and global supply chains reduce friction (Comin and Hobijn 2010; Comin and

Mestieri 2014; WIPO 2026; Wilson et al. 2020). Wilson et al., for example, show that more granular
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Figure 4: Diffusion speeds (measured by k from the standard logistic) tend to be higher for technologies
entering global markets more recently. This does not mean every new technology will diffuse rapidly. It
means analysts should expect shorter take-off windows and a greater risk of mistaking early acceleration
for a fully revealed long-run path. Adapted from Tankwa, Vasquez Bassat, et al. (2025)

technologies tend to diffuse more quickly because they are easier to manufacture, transport, finance,

and integrate incrementally (Wilson et al. 2020). This is an important refinement of the older diffusion

view: not all technologies are equally easy to scale.

But faster diffusion does not make the analyst’s job easier. In some ways it makes it harder. When

take-off windows are shorter, small samples become even more vulnerable to over-interpretation. Rapid

early growth can be mistaken for a full transition path when it is really just one phase within a more

complex process. It also makes analogies more fragile. The fact that information technologies spread

quickly does not mean capital-intensive, regulated, infrastructure-heavy technologies will do the same.

This is where recent forecasting work is useful. Way et al. (2022) show how empirical regularities

in technological change can provide valuable forecasting guidance, but only when those regularities are

grounded in data rather than narrative. A good recent example is Filippucci et al. (2025), who uses

historical S-shaped adoption paths to discipline AI scenarios without treating those paths as destiny.

Their approach is sensible precisely because it combines the broad fact of faster recent diffusion with

a more careful view of the conditions needed for deeper adoption.

So acceleration is real, but it is not a free pass. It does not remove the need to ask what kind of

technology is being studied, what stage it is in, whether the underlying constraints are changing, and
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whether the observed sample is long enough to say anything meaningful about the full path.

One S-curve or many?

A further complication is that real technological change often involves more than one S-curve. As

Figure 5 shows, these cases are not all the same.

Sometimes this is because several competing vintages overlap in time. In the classic Fisher-Pry

view, shown in panels (a) and (b), one technology rises, saturates, and is then displaced by another.

The upward part is still an S-curve-like diffusion process. It is just that the full history is made up of

several overlapping waves rather than one technology diffusing all the way to permanent dominance.

That should not be confused with natural within-family evolution. A smartphone is not unrelated

to a standard mobile phone in the same way that mobile telephony is unrelated to fixed-line telephony.

Likewise, different solar-panel chemistries or module designs may matter technologically without always

implying a completely separate diffusion object for the analyst. Sometimes the right unit of analysis

is the broader technology family, not every internal variant.

A different source of confusion comes from the early phase of diffusion. Here the issue is not

necessarily that there are many distinct S-curves, but that the observed path is noisy, fragile, and

easily pushed around by policy changes, commodity-price movements, financing conditions, or shifts in

global manufacturing. Panel (c) gives a good example. Country profiles can look jagged in the short

run not because the underlying long-run diffusion logic has disappeared, but because early deployment

is highly exposed to shocks and regime changes.

That is why one has to separate long-run dynamics from transient profile changes. A temporary

pause, jump, or break does not automatically mean the diffusion process has fundamentally changed.

Equally, a smooth short-run run-up does not prove that the long-run path is settled. Sometimes there

is one broad S-curve. Sometimes there are several overlapping ones. And sometimes the main mistake

is simply reading too much into a noisy early segment.

How to use an S-curve without overreach

A few rules help.

Start with the question, not the curve. Before fitting anything, be clear about what job the

curve is supposed to do. Are you trying to summarise a long historical path, compare cases, identify

a regime shift, organise a forecast, or say something about mechanism? These are different tasks, and

a curve that is useful for one may be misleading for another.

Decide what is actually diffusing. Is the object of interest a stock, a flow, a market share, or

a replacement process? Is it one technology family, or several competing vintages? A logistic fitted to

cumulative adoption is not the same thing as a Fisher-Pry substitution curve, and neither is the same

thing as a Bass-style diffusion model. Similar-looking S-shapes can therefore be doing very different

analytical work.

Check the stage of adoption. In formative phases, the data are often sparse, noisy, and highly

sensitive to policy, cost shocks, missing complements, and changing expectations. At that point, a

full-path S-curve can say more about the assumptions of the model than about the technology itself.

In early phases, structural breaks, piecewise trends, scenario ranges, or external information about
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(a) Energy-system substitution across competing vintages
(Grubler et al. 1999)

(b) Steel-production substitution across competing vintages
(Grubler et al. 1999)

(c) Early solar diffusion with structural breaks and country-specific shocks (Tankwa, Ravigné,
et al. 2026)

Figure 5: Different reasons why a single smooth S-curve may be an incomplete description. Panels (a)
and (b) show classic multi-vintage substitution: several technologies rise, saturate, and then decline
as later vintages replace them. In Fisher-Pry style views, this appears as a sequence of overlapping
diffusion processes rather than one universal curve. Panel (c) shows something different: early solar
diffusion is noisy, policy-sensitive, and affected by country-specific shocks and global changes in supply
conditions. The point is not that S-curves are wrong, but that one must distinguish long-run diffusion
dynamics from short-run deviations, competing vintages, and transient breaks.
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stage and ceilings may be more honest than a smooth mature curve.

Be precise about the language of growth. Cumulative adoption, annual additions, log growth,

percentage growth, and diffusion speed are not interchangeable. A steep level plot is not the same

thing as a high proportional growth rate. Very high growth from a tiny base is not the same thing

as a fast completed transition. In a standard logistic, k is useful because it summarises the timescale

of the transition as a whole, but that is different from simply pointing to a steep part of a chart and

calling it “fast”.

Treat transformations as conceptual choices, not cosmetic ones. Levels, additions, logs,

and shares each answer different questions. Taking logs does not magically reveal the truth of the

process. It moves the discussion from absolute growth to proportional growth. That can be useful,

especially at low penetration, but it changes the meaning of what is being measured and compared.

Choose functional form pragmatically. Logistic, Gompertz, Bass, Fisher-Pry, and related

transforms should be chosen because they fit the question and the data, not because they are fash-

ionable. The right choice depends on whether you are describing uptake, modelling substitution,

comparing cases, or trying to organise a forecast.

Take noise and unequal variance seriously. Diffusion data are often heteroskedastic: the

variance changes over the path, and errors can widen with scale, especially around the middle and

upper parts of the curve. A quick nonlinear least-squares fit may be fine for a descriptive first pass, but

once one cares about inference, uncertainty, or forecasting, things become harder. Weighted fitting,

transformed specifications, constraints, or more structured estimation may all make sense depending

on the data-generating process.

Separate long-run dynamics from transient profile changes. A temporary jump, pause, or

break does not automatically mean the whole diffusion process has changed. Equally, a smooth early

run-up does not mean the long-run path is already revealed. Policy shocks, commodity-price swings,

supply-chain shifts, and financing conditions can all distort the short run without settling the long

run.

Do not confuse a good fit with a good story. An S-curve is an empirical regularity, not a

causal mechanism. It can be a disciplined summary of a path, and sometimes a useful forecasting guide,

but it is not an excuse to stop thinking about mechanism. The curve should discipline interpretation,

not replace it.

For scenario builders, regulators, and planning agencies, the implication is straightforward. S-

curves are best treated as forecasting devices under uncertainty, not as deterministic laws of

motion. They can help generate and compare plausible pathways, but they should not be used to

assert inevitability or to collapse heterogeneity into a single smooth trajectory.

In practice, that means being explicit about what is diffusing (stocks, flows, or shares), at what

scale, and at which stage of the lifecycle; stress-testing decisions against stalls, reversals, and overlap-

ping vintages rather than relying on a single fitted path; and documenting how institutional incentives,

incumbent interests, and distributional concerns enter assumptions about ceilings, speeds, and hori-

zons. Any assumed ceiling, speed, or horizon should be treated as a judgement open to scrutiny, not

as a neutral property extracted from the data. Used in this way, diffusion curves can support more

transparent and accountable energy planning by clarifying both what is assumed and what remains

uncertain.
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What about machine learning or expert elicitation?

A natural response is to ask whether one should move beyond simple diffusion curves altogether.

Sometimes yes. But neither machine learning nor expert elicitation is a universal substitute (Meng

et al. 2021).

Machine learning can be useful when prediction is the main goal and interpretability matters less.

But technology transitions are not only pattern-recognition problems. They also require assumptions

about saturation, slowdown, policy, infrastructure, and persistence out of sample. A flexible model

may fit historical data well without giving a disciplined account of those features.

Expert elicitation can be especially useful in the formative phase, when data are thin and the

technology is still evolving. But it is not a magic solution either. It can add context and structure,

but it can also import bias and overconfidence.

The value of parsimonious S-curves is not that they remove uncertainty. It is that they impose

discipline. They make assumptions visible, separate timing from speed, and reduce the temptation to

smuggle strong claims into vague stories. That is why they remain useful, even in an age of larger

datasets and more flexible models.

For genuinely novel technologies, the better approach is often to model the underlying process more

directly and use the S-curve as a benchmark or plausibility check rather than as the whole worldview.

Conclusion

The S-curve is not a crystal ball. It is not a causal mechanism, and it is not a belief system. It is a

compact empirical regularity that can be very useful when handled with care.

Used well, it helps separate timing from speed, description from explanation, and long-run

dynamics from short-run noise. It can help analysts think more clearly about stage, compare

technologies across time, and avoid mistaking a short burst of growth for a fully revealed transition

path.

Used badly, it does the opposite. It turns noisy, path-dependent processes into stories of inevitabil-

ity. It makes early growth look more informative than it is. It blurs levels, objects, and horizons.

And it encourages people to fit one smooth curve where the real story may involve shocks, overlapping

vintages, or a transition cut short by something new.

The practical lesson is simple. Before fitting an S-curve, it helps to work through the same questions

captured in the POLISH framework: what is diffusing, at what stage, for what purpose, and

in what form? Most of the time, getting those questions right matters more than the specific curve

you choose.

That is how to use an S-curve without fooling yourself.
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